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Automated Essay Scoring in Innovative Assessments of Writing from Sources
by Paul Deane, Frank Williams, Vincent Weng, Catherine S. Trapani

Abstract

This study examined automated essay scoring for experimental tests of writing from sources. These tests (part of the CBAL research
initiative at ETS) embed writing tasks within a scenario in which students read and respond to sources. Two large-scale pilots are
reported: One was administered in 2009, in which four writing assessments were piloted, and one was administered in 2011, in
which two writing assessments and two reading assessments were administered. Two different rubrics were applied by human
raters to each prompt: a general rubric intended to measure only those skills for which automated essay scoring provides relatively
direct measurement, and a genre-specific rubric focusing on specific skills such as argumentation and literary analysis. An
automated scoring engine (e-rater��®) was trained on part of the 2009 dataset, and cross-validated against the remaining 2009
dataset and all the 2011 data. The results indicated that automated scoring can achieve operationally acceptable levels of accuracy
in this context. However, differentiation between the general rubric and the genre-specific rubric reinforces the need to achieve full
construct coverage by supplementing automated scoring with additional sources of evidence.

Introduction

Goals and Motivation
The advent of the Common Core State Standards (CCSS) and the associated assessment consortia is likely to have a significant
impact on the assessment of writing at the K-12 level in the United States. The CCSS, a major educational reform effort in the U.S.,
is designed to raise the standards for performance by linking successive levels by grade with the progress students need to be
prepared for college and career training (Porter, McMaken, Hwang, & Yang, 2011). One change built into the CCSS is an increased
emphasis on writing under conditions more like those needed for success in a college classroom. Under earlier assessment
regimens, it was common for writing to be assessed using a single, timed writing prompt written without access to sources, focused
on a general subject easily addressed by writers with a wide variety of backgrounds, knowledge, and experiences. This approach
has been widely criticized on a variety of grounds (Murphy & Yancey, 2008), with particular emphasis from some critics on the risk
that such assessments will encourage an approach to school writing that divorces it from meaningful, thoughtful engagement with
content (Hillocks, 2002). Under the Common Core State Standards, much more emphasis is likely to be placed upon writing from
sources. In fact, five of the ten college and career readiness anchor standards specified for writing emphasize engagement with
content and source texts:

•   Standard 1: Write arguments to support claims in an analysis of substantive topics or texts, using valid reasoning and relevant
and sufficient evidence.
•   Standard 2: Write informative/explanatory texts to examine and convey complex ideas and information clearly and accurately
through the effective selection, organization, and analysis of content.
•   Standard 7: Conduct short as well as more sustained research projects based on focused questions, demonstrating
understanding of the subject under investigation.
•   Standard 8: Gather relevant information from multiple print and digital sources, assess the credibility and accuracy of each
source, and integrate the information while avoiding plagiarism.
•   Standard 9: Draw evidence from literary or informational texts to support analysis, reflection, and research. (Common Core
Standards Initiative, 2011)

These emphases are reflected, in turn, by specifications from both the consortia that emphasize writing from sources in the design of
tests being created under aegis of the Race to the Top Assessment grants program (State of Florida Dept. of Education, 2012, p.
35; Smarter Balanced Assessment Consortium, 2012a, p. 17).

At the same time, there is increased emphasis on use of automated essay scoring (AES) to support large scale testing, particularly
in the context of the Common Core State Standards. This emphasis has led to large-scale evaluations of automated scoring systems
(Attali, 2013; Ramineni & Williamson, 2013; Shermis & Hamner, 2012). The Smarter Balanced Assessment Consortium (Smarter
Balanced) anticipates heavy use of automated scoring (including AES), as does the Partnership for Assessment of Readiness for
College and Careers (PARCC) consortium, although it appears to anticipate a larger role for human scoring. For essay tasks, this
emphasis on automated scoring is potentially in conflict with the emphasis on critical thinking and writing from sources, to the extent
that the rubrics for essay scoring emphasize such elements as "valid reasoning," "relevant and sufficient evidence," or conveying
"complex ideas ... accurately." As the articles collected in Shermis & Burstein (2003) indicate, AES systems do not explicitly evaluate
the validity of reasoning, the strength of evidence, or the accuracy of information. They rely instead on measures of such things as
the structure and elaboration of student essays, the sophistication of vocabulary, or the number of errors in grammar, usage,
mechanics or style. This is a point that has been raised at length by critics of AES, such as the collection of articles presented in
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Ericsson & Haswell (2006).

While the features measured by AES systems may provide useful proxies for the broader conception of writing expressed in the
Common Core State Standards, there is a clear area of risk. The Race to the Top Assessment Program consortia plan to require
writing from sources. They seek to measure a rich writing construct that includes strength of argumentation and clarity and accuracy
of explanation. At the same time, their plans indicate the intention to rely heavily on automated scoring technologies, which use
features that directly measure a narrower construct focused on surface form. It is important to determine under what conditions such
a program is likely to be successful.

As it happens, we have been exploring closely related questions as part of an ETS research initiative identified by the acronym
CBAL ("Cognitively-Based Assessments of, for, and as Learning"). This approach, which predates the emergence of the Race to the
Top Assessment program and the Smarter Balanced and PARCC consortia, is intended to address known problems with K-12
assessment in the U.S. (Bennett, 2011; Bennett & Gitomer, 2009), by designing assessments to maximize the potential for positive
effects on teaching and learning.

When the CBAL approach is applied to literacy skills - to reading, writing, and their use to support thinking and learning - several
major themes emerge (cf. Deane, 2011; Deane, Fowles, Baldwin, & Persky, 2011; Deane, Quinlan, & Kostin, 2011; Deane, Quinlan,
Odendahl, Welsh, & Bivens-Tatum, 2008). In particular, we are forced to recognize the importance not only of reading and writing,
but of their coordination; and more specifically, we must admit the importance of reading and writing being coordinated in meaningful
contexts, where they define the literacy practices that students are expected to internalize. These themes emerge directly from the
literature on the best practices in reading and writing instruction, where for instance Perin (2009) and Hillocks (2002, 2008) note the
importance of content and reasoning about content in the development of writing skill. And most importantly in the present context,
they lead to test designs generally compatible with those proposed by the Smarter Balanced and PARCC consortia, in particular, to
writing assessment designs that emphasize reasoning skills and writing from sources.

In our work on writing assessment under the CBAL initiative, we have considered key issues about how to measure higher-order
reasoning and content skills while making effective use of AES technologies. We have piloted, scored, and built automated scoring
models for a number of different assessment designs. These designs, and the results of the large-scale pilots, provide useful
information that can be leveraged to achieve the major goal of this paper: to evaluate how effectively AES can be used when it is
applied to innovative writing tests that focus on writing from sources.

Strategies for Providing a Rich Measure of the Writing Construct
Before considering the specific study presented in this paper, it will be useful to take a step back to consider, first, how one might
assess the writing construct, and second, how automated essay scoring might combine with other sources of evidence. Writing is a
complex construct, involving strategic coordination of disparate skills to achieve an integrated performance. This has implications for
both learning and assessment. The literature suggests that stronger writers will have stronger component skills and better control of
cognitive problem-solving strategies, both of which facilitate performance (Bereiter & Scardamalia, 1987; McCutchen, 2006). Thus,
strong students tend to be strong across the board, while weak students may experience cascading failures in which problems in
one area block progress in another. Perhaps as a result, trait scores for writing tend to be strongly correlated with one another and
with holistic writing scores (Freedman, 1984; Huot, 1990; Lee, Gentile, & Kantor, 2008).

The complexity of writing as an integrated performance is an even greater issue when a writing task requires use of source
materials. In such a situation, reading is inseparable from writing, and poor performance could derive from a variety of causes:
failure to understand the source materials; failure to think about them in task-appropriate ways; failure to use appropriate planning
strategies to address the task; inadequate argumentation skills; difficulties in text production; or general deficits in working memory
and executive control processes. If the only information we have about this complex process comes in the form of a holistic score for
the final written response, it will be impossible to disambiguate the causes of poor performance. It may well be impossible to address
all of the possible causes of low performance in a single assessment; but to the extent that the assessment design can build in some
cross-checks, it may be possible to distinguish groups of students with different characteristic profiles of performance. To
accomplish this goal, it would be helpful if the assessment design provides multiple sources of evidence, beyond human holistic
scores, with which to characterize student performance.

These issues have heavily influenced the development of innovative test designs for the CBAL research initiative. We have explored
several strategies for collecting richer evidence about student performance on tasks that require writing from sources. Each strategy
targets different aspects of the issues discussed above. For instance, items focused on student ability to handle argument critically
may help disambiguate whether poor student performance is related to difficulties with interpreting argument. Similarly, information
about the writing process, such as may be collected from a keystroke log, may help to disambiguate whether students are having
difficulties in text production. We hypothesize that we will obtain better information about levels of student performance by applying
several of these strategies in combination. These strategies are described briefly below.
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Lead-in tasks. 
In addition to the final essay task, each CBAL writing assessment begins with a lead-in section in which students complete a range
of selected-response and short writing tasks. Lead-in tasks are selected to measure critical reading, writing and thinking abilities
related to the final writing task. For example, when the essay task focuses on building arguments about an issue, writers are asked
to complete shorter tasks relevant to completing the essay, including:

•   summarizing articles about the issue; 
•   completing selected-response questions probing their critical understanding of arguments on either side of the issue; and
•   preparing a short critique of a straw-man argument on the same issue.

The lead-in tasks directly assess necessary component skills, while also modeling appropriate strategies for writing from sources,
and thus help disambiguate whether students are able to think about the final writing prompt in task-appropriate ways. The selection
of lead-in tasks varies by genre, and provides a way to target specific component skills that may be relatively difficult to assess from
the final written product.

To give a sense of how these strategies are coordinated in CBAL assessment designs, Figure 1 gives a screenshot of the opening
screen of one assessment, showing the overall design of the test - in particular, its organization into a scenario structure in which
the lead-in tasks are intended to help prepare students for the final writing task. Figure 2 shows one of the lead-in tasks for the
same test, and Figure 3 shows the instruction screen for the essay task.

. 

Figure 2. Sample lead-in task for the "Ban Ads" Assessment
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Figure 3. Essay screen for the "Ban Ads" Assessment. The tabs allow students to access a planning tool and the three articles they
read while they were completing the lead-in tasks.

Measuring use of sources. 
When people write from sources, they must incorporate content from the source in their written response. If they do so carelessly,
the result may be plagiarism, or at least a lack of any original material that goes beyond simple summarization. Problems in the use
of source materials may reflect various factors, such as inadequate reading comprehension or difficulties in text production that
make it hard to combine comprehension with productive activities such as paraphrase or summarization. In CBAL writing
assessments, a limited number of sources are directly provided as part of the test. Some aspects of the way writers handle sources,
such as the extent to which they include quoted material, and whether or not they mark them as quotations, can be directly (and
automatically) measured. Existing AES systems do not generally include such features in the core engine, because the typical on-
demand writing assessment does not involve writing from sources.

Keystroke logs. 
CBAL writing assessments are administered online, and so it is possible to collect a keystroke log capturing the exact time course of
text production. We can extract information about a variety of event types from the keystroke log, such as the length of bursts of text
production, the amount of time spent in editing events (such as cuts, pastes, jumps, and backspacing), and latency at various
junctures (between characters, between words, between sentences). The literature suggests that such features provide evidence
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about aspects of the writing process such as fluency and control of text production, editing and revision behaviors, and time spent
on planning (Miller, Lindgren, & Sullivan, 2008; Wengelin et al., 2009), which may help disambiguate the extent to which a writer's
efforts are going into planning, revision, and text production. Prior work on use of keystroke logging features to support innovative
forms of writing assessment has indicated that keystrokes can be successfully captured, and that when captured, they provide
useful information that contributes to prediction of test score above and beyond other variables (Almond, Deane, Quinlan, &
Wagner, in press; Deane & Quinlan, 2010; Deane, Quinlan, & Kostin, 2011)

Trait scoring to create a division of labor between human and automated scoring.
Current-generation AES engines provide direct evidence only with respect to some aspects of writing skill, typically involving
features that measure such things as basic essay structure, vocabulary, style, grammar, usage, mechanics, and spelling (Shermis,
Burstein & Leacock, 2006; Shermis & Hammer, 2012). Humans are sensitive to such features, but are also able to focus on other,
critical aspects of writing skill, such as quality of argumentation or effectiveness of textual analysis. Logically, automated scoring
could be substituted for human scoring of equivalent traits - namely, those traits for which automated scoring provides the best
measurement - while making use of human scoring for those traits that are less appropriately scored by a machine. CBAL writing
assessments are therefore scored using trait-based rubrics for each essay task. These rubrics distinguish between content- and
genre- based elements that require social and conceptual reasoning (such as quality of argumentation) and more generic skills that
are susceptible to being scored with an automated scoring engine (such as evaluation of grammar and spelling). Figures 4 and 5
illustrate two of the rubrics that have been developed for CBAL writing assessments: a common writing quality rubric (Figure 4) and
a rubric focused on strength of argumentation (Figure 5). For comparison, genre-specific rubrics for literary interpretation (as in
Mango Street) and arguing using criteria (as in Service Learning) are presented in Figures 6 and 7. Our expectation is that an
automated scoring engine can be trained to predict the kinds of judgments required in the rubric shown in Figure 4, allowing
substitution of automated scoring for human scoring for these traits. The features used by the e-rater scoring engine, in particular, is
closely aligned to the elements included in the common writing quality rubric, which include features intended to measure
organization, development, mechanics, vocabulary, grammar, usage, and style. This leaves human scorers to focus on the relatively
difficult aspects of writing that are critical to successful performance, but which cannot be machine-scored because they focus on
deeper forms of reasoning (as in the rubric shown in Figures 5-7).

Figure 4. Generic rubric focusing on print, verbal and discourse features.
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Figure 5. Rubric for "Ban Ads" test form focusing on rhetorical effectiveness and quality of argumentation.
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Figure 6. Genre-Specific Rubric for Literary Analysis
(Applied to essays written to the Mango Street prompt)
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Figure 7. Genre-Specific Rubric for Arguing from Criteria (Applied to essays written to the Service Learning prompt)
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The place of automated essay scoring. 
As this discussion suggests, CBAL writing assessments are designed to provide multiple converging strands of evidence rich
enough to address many different aspects of writing skill. AES technologies fit into this ecology by providing a critical source of
evidence about student performance on a range of traits susceptible to direct measurement from the final written response. The
most direct implementation of automated scoring in this context would exploit existing statistical training methods by training an AES
model against human scores - in this case, scores focused on the specific traits addressed by the scoring engine. This is the
application that we explore in this paper.

In particular, we examine the following questions:

1. Accuracy of the scoring model. Can we build accurate automated essay scoring models for writing prompts in an innovative
assessment of writing from sources?
2. Validation. When we can build such models, how valid are the results? What limits exist on their use and interpretation?
3. Usefulness. More generally, how much can AES technology contribute to an assessment design that draws upon multiple sources
of evidence to assess writing proficiency?

Method

 Participants and Administration Procedures
In fall 2009, CBAL English Language Arts assessments were administered to a convenience sample of 2,606 8th-grade students
attending 24 schools spread across 18 U.S. states. Each student took two of four writing test forms. In 2011, CBAL English
Language Arts assessments were administered to a second convenience sample of 3,667 8th-grade students from 35 schools
across the U.S. Each student was assigned two forms randomly selected from a set containing two reading assessments and two
writing assessments; 2,247 students completed at least one writing form, and 596 completed both. The reading and writing tests
included forms that focused on informational texts (the 'Wind Power' form for reading, and the 'Ban Ads' form for writing, so named
for the topic that was the focus of the test scenario) and on literary texts (The 'Seasons' form for reading, and the 'Mango Street'
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form for writing).

In both the 2009 and 2011 administrations, the schools represented a mix of urban, suburban, and rural institutions from across the
U.S. Each student took two of the four forms within a one month period (in the 2009 study) or a two week period (in the 2011 study).
Each possible combination and order of forms was used and the forms were randomly assigned to students within schools, but
constrained so that the same form was never administered twice in the same school.

Instruments
In the 2009 administration, four writing assessments were administered (Deane, 2010; Deane et al., 2010; Fu, Chung, & Wise, 2013;
Fu & Wise, 2012). In spring 2011, two of these assessments were administered a second time (Cline, 2012). Each test form
contained a set of lead-in tasks, which students were allowed 45 minutes to complete, and an essay-writing task, also 45 minutes.

In the 2009 study, two ETS raters scored each essay using the common rubric (see Figure 4), and two other ETS raters scored it
using a genre-specific rubric focused on critical thinking skills such as argumentation (see Figure 5) or literary analysis. In the 2011
study, all essays were scored by at least two raters (one per rubric), but 20% of the essays were double-scored on both rubrics. The
remaining 80% of essays were scored by two raters, one rater per rubric. Several raters were involved in each scoring effort. The
four forms focused on the following genres.

Argumentation. 
Argumentation addressed the issue of whether advertisements to children under age 12 should be banned. Below, this assessment
is identified as "Ban Ads." It contained one essay item, three short constructed-response items, and 21 selected-response items.
Students read three articles on the issue, summarized the texts, analyzed the arguments, and wrote an essay.

Literary Analysis.
For the literary analysis assessment, students were required to analyze three excerpts from the novel, The House on Mango Street.
Below, this assessment is identified as "Mango Street." It contained one essay item, two short constructed-response items, and ten
selected-response items. Students read the excerpts, analyzed and responded to interpretations of them, and wrote an essay.

Policy Recommendation.
Students were required to recommend one classroom service-learning project over another, using pre-established criteria for
evaluation. Below, this assessment is identified as "Service Learning." It contained one essay item, one short constructed-response
item, and 15 selected-response items. Students read descriptions of projects and a document indicating criteria that should be met
by a good service-learning project. They then analyzed projects using the criteria, considered how to improve a project, and wrote
up a recommendation.

Informational Pamphlet.
This assessment required students to write one section of an informational pamphlet based upon notes from research about
invasive plant species. It contained one long and one short constructed-response writing item and 30 selected-response items.
Students read articles on the subject, analyzed research notes and organized them for a pamphlet, after which they wrote one
section in a partially completed pamphlet. Initial analysis reported in Deane (2010) indicated that the long writing task in this form
(nicknamed "Invasive Species" after the topic to which it was applied) was problematic, in part due to widespread inappropriate use
of cut-and-paste for research information in the essay task, and it was excluded from further study.

Dataset.
Table 1 provides an overview of the numbers of students that took each form. The tests were given in two sessions, so there was
some attrition between the session in which students took the lead-in task and the session in which they wrote the essay. When
automated scoring models were prepared and tested, essays that were blank, not in English, or too short for machine scoring
according to operational standards for e-rater (i.e., less than 50 words) were removed from the set. There were somewhat more
problematic responses of this type in the 2009 dataset. Since such responses are identified by pre-filters, and excluded from
automated scoring in operational use in the automated essay scoring engine used in this study, they need to be excluded from the
engine training and cross-validation sets, as well.
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Data Analysis
Accuracy of the automated scoring model. 
In the 2009 study, all four forms were analyzed to estimate score reliability, determine inter-rater agreement, and appraise the
accuracy of AES models - specifically, to evaluate models built using ETS's e-rater® essay scoring engine (Attali & Burstein, 2009).
The same analyses were repeated for the two forms used in the 2011 study.

We hypothesized that e-rater was best suited to predicting human scores for the common rubric that focused on such features as
organization, development, word choice, and adherence to conventions. e-rater models were therefore built to predict scores on this
rubric. As a result, scores on the other (genre- and prompt-specific) rubrics were used in later stages of the analysis for purposes of
validation.

We calculated the following statistics to evaluate levels of inter-rater agreement for the human raters: 1. Means and standard
deviations for the first and second rater; 2. Measures of agreement, including correlations, standardized differences, kappa,
weighted kappa, exact agreement, and adjacent agreement. These statistics were used to establish a baseline level of human
performance. Established operational standards at ETS were used to evaluate the levels of inter-rater agreement displayed in each
study (Williamson, Xi, & Breyer, 2012).

e-rater models were built using the following procedure:

1. Essay responses from the 2009 data set were randomly divided into equal model-building (MB) and cross-validation (XV)
subsets, separately by prompt for Ban Ads, Mango Street, and Service Learning.

2. Model-building sets were used to train an AES (e-rater) model for each prompt, and cross-validation subsets were used to
evaluate the model that resulted.

The evaluation of e-rater models was conducted by comparing actual and predicted human scores and by estimating the agreement
between e-rater and the first human rater. The following statistics were calculated:

1. For both datasets, means and standard deviations for human raters and for e-rater predicted scores.
2. For the 2009 dataset, average human scores - i.e., the mean score for each essay, averaged across both raters. These

average human scores were used to train the e-rater model. Means and standard deviations were calculated both for individual
raters and for the average scores.

3. For the 2009 dataset, statistics measuring agreement between average human scores and e-rater, including
a. the correlation between average human and predicted scores,
b. the difference between the average human and predicted means, and
c. mean squared error.

4. For both datasets, statistics measuring agreement between the first human rater, the second human rater, and e-rater. The
following statistics were calculated: 
a. correlations,
b. the kappa and weighted kappa coefficients, and
c. adjacent and exact agreement.

Established operational standards at ETS were used to evaluate how accurately e-rater predicted human scores.

Validity evidence. 
In accordance with the standards for validity specified by the Standards for Psychological and Educational Testing (AERA, APA, &
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NCME, 1999) we would expect that e-rater models, to the extent that they captured the same construct as the common writing-
quality rubric, would show similar relationships to other measures. Such predictive relations are not the only source of evidence, but
are nonetheless critical in building a validity argument. In these studies, we have several comparisons available.

Comparisons across the three prompts in the 2009 study. 
Two of the prompts (Ban Ads and Service Learning) focused on argument-based informational writing. The third (Mango Street)
focused on literary analysis. We would expect that scores generated from the Ban Ads and Service Learning e-rater models would
reflect models whose feature weights were more similar to one another than either is to the feature weights assigned by the Mango
Street e-rater model.

Correlations with human scores on the genre-specific rubrics (argumentation for Ban Ads; literary interpretation for Mango Street). 
We would expect moderate to strong correlations between human scores on the common rubric and human scores on the genre-
specific rubrics, since they measure different but related aspects of the same performance, and we would expect e-rater predicted
scores to show similar patterns of correlation.

Correlations with total scores on the lead-in tasks in each test. 
We would expect moderate correlations between the lead-in tasks and predicted essay scores, since the lead-in tasks are designed
to measure skills not perfectly measured in the final written product.

Correlations with total scores on the reading tests in the 2011 study. 
We would expect moderate correlations between human writing and reading scores, since these are related but distinct skills, and
we would expect a similar pattern of correlations between e-rater predicted scores and reading scores.

Correlations with keystroke log features, such as the latency and variance of pauses within and between words. 
We would expect weak to moderate correlations with individual features, since those features measure aspects of a very different
aspect of writing than are addressed by human scores for the final written product. Once again, we expect that e-rater scores will
show comparable correlation patterns.

Usefulness. 
To be useful, automatically predicted scores need not account for every aspect of the writing construct, but they must account for a
large, significant portion of total test score to be meaningfully combined with other items on the same test. The usefulness of AES
will be supported if it can be used reliably as the primary predictor, using other measures to identify cases where students depart
from the main trend line. This question is addressed by examining correlations with total test score and by constructing regression
models that predict total test score using AES features as a predictor

Results

Form Reliability and Accuracy of Human Scoring
Despite the difficulties observed with the Invasive Species form, all four tests performed well psychometrically. Score reliabilities
(Cronbach's alpha coefficients for the entire test form), for example, ranged from .76 to .86 (Bennett, 2011).

Tables 2 and 3 show how consistently the human raters performed in the 2009 and 2011 administration when assessed using the
standard methods employed for e-rater evaluation (and excluding from consideration those essays that would be flagged and
therefore removed from the dataset prior to e-rater model training).
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These are results prior to adjudication. Operational standards for an automated scoring model at ETS require that the standardized
differences among human raters be less than .15, and that the weighted kappa and correlation between the two scorers both be
above .70. When the raters for the 2009 study are evaluated against the cross-validation set, the standardized differences are
slightly higher than ideal for operational use (between .15 and .20), though the weighted kappa and correlations are above the
required thresholds. The performance of raters in the 2011 study fully meets the requirements for operational use. There are no
standardized differences between the two rater distributions greater than 3%; weighted kappas are all over .80, as are the
correlations, and exact agreement is greater than 70%.

The general pattern of performance thus suggests improvements in the quality of human scoring from 2009 to 2011, although
double-scored sets are relatively small. This finding is consistent with efforts that were made to improve the instruction and training
given to the 2011 raters in the light of experience with the 2009 scoring effort.

In the present study, the 2009 scores were used to train and cross-validate an e-rater model, which was then applied to the 2011
data. This use risks some decrements to the quality of the e-rater model, but provides a more rigorous test of how well the system
performs when generalized to the 2011 dataset.

Accuracy of the Automated Scoring Model
Type of model built. 
E-rater supports two kinds of models: so-called prompt-specific models, in which content vector analysis (CVA) is applied to identify
whether an essay has vocabulary characteristic of high-scoring essays written to the same prompt, and generic models, which do
not use prompt-specific features, and can therefore be applied to essays written to a variety of different topics. With data from only
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three prompts available, it was not possible to construct true generic models. It was, however, possible to evaluate whether the CVA
features made a significant difference in model performance. Models with and without CBA features were built, but the differences
between them were very small (degradation in weighted kappa of less than .02 when generic models are substituted for prompt-
specific models). In the discussion that follows, therefore, we report only the results for e-rater models without CVA features. We
hope in future research to determine whether these models can be applied across a range of different topics, yielding true generic
models.

Agreement of human raters and e-rater in the 2009 dataset. 
On the 2009 cross-validation set, differences between the average human score and the predicted e-rater score were generally
small (standard difference < -.006 for Mango Street and < -.03 for Ban Ads) though rather larger for Service Learning (standard
difference = -.09). Mean squared error fell in the range .29 to .38, and the correlations between human and predicted e-rater scores
were uniformly above 0.80 (see Table 4). These results all fall within the acceptable range, indicating reasonable fit between human
scores and e-rater predictors.

4 H2/e-rater correlations are very similar to H1/e-rater correlations, and so are not shown here.

In the cross-validation data from the 2009 study, the e-rater model agrees more closely with the first human rater than two human
raters agree with one another. Tables 5 through 7 illustrate the pattern, outlining the performance of humans and e-rater on each
prompt in the 2009 cross-validation set. The differences are not particularly great, though in some cases (e.g., Service Learning)
they are large enough to suggest that improvements in training of human scorers might be appropriate. However, the agreement
between human raters and e-rater remains above the threshold for operational deployment (e.g., weighted kappa > 0.70).
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5 H2/e-rater correlations are very similar to H1/e-rater correlations, and so are not shown here.
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Agreement of human raters and e-rater in the
2011 dataset. 
When we apply the model built on 2009 data to the 2011 dataset, we obtain very different results for the Mango Street and Ban Ads
prompts. The general pattern of performance on the Ban Ads prompt is consistent with the 2009 model, whereas there is a
significant difference in the pattern of performance on the Mango Street prompt. Tables 8 and 9 show how the e-rater model
compares with human ratings when applied to the entire 2011 dataset. Even though all the other statistics are in the normal range,
and above the thresholds for operational performance (e.g., weighted kappa and human/e-rater correlation > .70), the standardized
difference between human ratings and the e-rater scores for Mango Street is .28, well above ETS's .15 threshold for acceptable
model performance. This result indicates that there are differences either in the distribution of responses or in raters' scoring
practices between the 2009 and 2011 datasets.
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Williams and Breyer (2011) have examined this difference in detail, using e-rater as an anchor to equate the two sets. Their analysis
suggests that when the two administrations are placed on a common scale, the students in the 2011 administration are on average
more proficient than the students in the 2009 administration, but that the 2011 raters were more severe on both prompts. They
report that this difference is much more striking with Mango Street than Ban Ads, even though both administrations have comparable
score distributions.

However, rater training was revised between 2009 and 2011 precisely to address problems identified in the 2009 scoring, including
a tendency of raters not to notice plagiarism from the stimulus materials. Thus, the relatively lenient scoring in 2009 might be due to
rater failure to address all features of the rubric. Similarly, an increase in scoring quality might explain the increase in scoring
consistency among raters for the 2011 study. To evaluate whether this hypothesis might be true, we had a group of human experts
examine cases where there were discrepancies of more than 1.5 points between human and e-rater scores. Their evaluation
indicated that that most of these discrepancies involved plagiarism from source documents, suggesting that the raters were more
sensitive to this feature in 2011 than in 2009.

In a test of writing from sources, it is important to measure the extent to which students reproduce source materials inappropriately.
Standard e-rater models do not directly incorporate measurement of plagiarism, though plagiarism detection software is used
operationally to identify essays plagiarized from previous administrations or from the Internet. However, we were able to calculate a
nonstandard feature that measures the percentage of a text copied from stimulus materials. As a result, we were able to assess
whether plagiarism accounted for the discrepancy between humans and e-rater on the 2011 Mango Street administration. This
feature identified the proportion of text copied verbatim, without surrounding quotation marks.

In the 2011 data, if we train an e-rater model to predict human generic-rubric scores, this feature is a significant predictor, with a
beta weight of .09 and an R2 change of +.01 for Ban Ads and a beta weight of .24 and an R2 change of +.06 for Mango Street. The
much larger impact of this feature upon the accuracy of an e-rater model for Mango Street suggests that the large discrepancy
observed for Mango Street in Table 9 is probably due to an increased tendency for students to copy source materials verbatim. The
Mango Street task in particular requires some use of quotations or paraphrases from the source materials to justify interpretations of
the text, which may account for the greater weight attached to this feature in the Mango Street model.

To sum up: The performance of e-rater on the 2009 and 2011 datasets, for the most part, is at operational levels, though optimal
performance may require enhancements to the model to account for plagiarism and other use of materials from sources. In principle,
the difference between the Mango Street and Ban Ads models could be due to differences in genre (the type of writing required), or
to differences in the choice of topic about which students are required to write. However, in the present study, there is no way to
disambiguate differences between models, since the forms differ both in topic and in genre.

Validity Evidence
Feature weights across e-rater models. 
In 2009 (and also in 2011), test forms were assigned in a counterbalanced fashion by school, subject to the constraint that no single
test form could be administered in both testing windows at the same school. Within school and test sessions, the groups that took
each test form were assigned randomly. Thus, it is reasonable to assume that each form was completed by equivalent subsamples
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(for more details, see Fu et al., 2012, 2013). We can therefore compare the feature weights in each e-rater model, with an eye
toward determining whether the models are essentially similar. If all three tests evoke essentially similar kinds of writing
performance, we would expect similar patterns of feature weights across models.

Table 10 captures the patterns of feature weights identified for each prompt. If we examine the relative magnitude of weights
assigned to each feature, we see that they fall in exactly the same order for Ban Ads and Mango Street (Organization, Development,
Mechanics, Average Word Length, Grammar, Style, Usage, Sophistication of Word Choice, Positive Feature), and that the third
prompt, Service Learning, has the same order, but drops two features addressing idiomatic language and average word frequency.

Table 10: Relative Weights of E-Rater Features across Models

The underlying similarity of the models can be confirmed by examining the correlations among the standardized coefficients. When
we do this, we obtain a pattern in which the Ban Ads and Service Learning models are very close (Pearson correlation = .99), but in
which the Mango Street model is not quite so strongly correlated (Pearson correlation to Ban Ads = .88, and .87 to Service
Learning). These results are consistent with the genre characteristics of each prompt: Both Ban Ads and Service Learning focus on
persuasive writing, whereas the Mango Street prompt requires the writer to focus on literary interpretation and analysis.

Comparison with human scores based on a genre-specific rubric. 
Unlike standard applications of AES, we have two sets of human scores available: One set that is based on the generic writing
rubric (used to train the e-rater model), and another set based on a genre-specific rubric focused on quality of reasoning. The
genre-specific rubrics focus on building arguments (for Ban Ads), applying evaluation criteria (for Service Learning), and justifying
textual interpretations (for Mango Street). In the 2009 study, the correlations between human scores for the general and genre-
specific rubric were strong, ranging between .75 and .89 (see Table 11). In the 2011 study, after scoring was adjusted to address
issues observed in the 2009 dataset, these correlations are weaker, though still moderate to strong: .79 for Ban Ads and .62 for
Mango Street (see Table 11).
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This result suggests an increase in differentiation between the two human rubrics, particularly for the Mango Street prompt. The .64
cross-rubric correlation that we see in the 2011 Mango Street administration is small enough to support the conclusion that the
human raters were responding to different traits - consistent with a testing plan in which human scores are used for some aspects of
writing quality, while AES systems are used for others.

If the 2011 human scoring distinguishes more reliably between the traits identified in the general rubric and the traits identified in the
genre-specific rubrics, then we would also expect a more consistent picture when we compare how human and e-rater scores on the
general rubric correlate with human scores on the genre-specific rubric. This is, in fact, the pattern that we observed (see Table 11).
In the 2009 data, correlations between scores on the general writing/genre-specific writing rubrics are significantly reduced if we
substitute e-rater scores for human general writing scores. This difference is particularly striking for Ban Ads (where the correlation
is reduced from .86 to .76, and for Service Learning, where the correlation is reduced from .75 to .68. By contrast, in the 2011 data,
the correlations remain similar if we substitute e-rater scores for human general writing quality scores: .79 vs. .78 for Ban Ads, and
.62 vs. .61 for Mango Street. Since the e-rater scores were trained on general writing scores from 2009, and cannot reflect changes
to the general writing scores in the 2011 data, these results suggests that the increased consistency may be due to changes in the
consistency with which the genre-specific rubrics were applied.

Comparison with lead-in scores. 
Both human generic-rubric and e-rater essay scores were moderately correlated with total score on the lead-in tasks, as shown in
Table 12. There were no strong trends or patterns between the 2009 and 2011 administrations. The correlations fall in the range .55
to .61, high enough to confirm that the lead-in tasks are measuring related skills, but not so high as to make them equivalent to
essay scores.
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Comparison with reading test scores. 
Both human generic-rubric and e-rater essay scores were moderately correlated with total scores on the CBAL reading tests, as
shown in Table 13. They fall in the range .47 to .60: Once again, the scores are high enough to support the conclusion that related
skills are involved, but not so high as to suggest that the reading and writing tests are equivalent. There were slightly higher (and
statistically significant, p < .05) correlations between reading and writing tests in the same genre (Mango Street to the 'Seasons'
reading test focused on literary texts, Ban Ads to the 'Wind Power' reading test focused on informational texts) as compared with
those in different genres (Seasons to Ban Ads, Wind Power to Mango Street).

Comparison with keystroke log features. 
When document length is controlled for, certain timing features (e.g., the mean latency and duration of pauses within and between
words) are negatively correlated with human and e-rater score, while other features (such as the variability of pauses between
sentences) are positively correlated with human and e-rater score. This pattern has a straightforward cognitive interpretation, in
which pauses between sentences correspond to pauses for planning, and pauses in and between words, to dysfluency in text
production, and in fact the literature suggests that more skilled writers, for whom fluency of basic text production is not an issue,
devote more time to pauses at likely locations for planning, such as at or near a clause or sentence boundary and less to monitoring
character-level text production (Chanquoy, Foulin, & Fayol, 1990; Flower & Hayes, 1980; Kellogg, 2001; Olive & Kellogg, 2002).
The fact that the e-rater model produces a similar pattern of correlations to human scores on the 2011 dataset, involving a different
sample than that on which it was trained, provides at least preliminary support for the generalizability of the model (see Table 14).
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Usefulness
Comparison with total test scores. 
The e-rater model's scores were strongly associated with overall test performance, correlating .78 with total test score for Ban Ads,
and .73 with total test score for Mango Street. In fact, if we combine the e-rater models with other automatically scored items (i.e.,
scores on the selected response, but not constructed response, lead-in questions), we can predict total test score at very high levels
of accuracy (R=.91, adjusted R2 = .83 for Ban Ads; R=.85, adjusted R2 = .72 for Mango Street).

Discussion

The overall pattern of results we have considered thus far can be summarized as follows.

Accuracy of AES scoring 
The e-rater model stably predicts human scores on the generic writing rubric on which it was trained, even in the 2011 dataset that
drew upon a different set of schools, but was targeted at the same general student population. The e-rater models appear to meet
the criteria for operational use of an AES model, with one exception, which can be accounted for by adding a feature to detect cases
of plagiarism. We can therefore answer the first research question affirmatively: It is possible to train an operational AES model to
score writing from sources. In fact, the e-rater model appears to be somewhat more consistent than a single human rater, though the
differences are not large.

Some of the complexities we encountered in the model-building process, particularly the differences between the 2009 and 2011
populations, underscore the importance of understanding exactly what the human raters are rating in an essay. It appears to have
mattered very much whether human raters were sensitized to the way that writers handled sources, particularly cases of plagiarism.
And conversely, it appears to matter whether the AES model includes features that address plagiarism. Including a feature focused
on plagiarism in the AES model improved agreement with human scorers on both prompts. In fact, on the 2011 Mango Street
administration, the e-rater model performed below expected levels unless plagiarism was taken into account.

Validity Evidence
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The 2011 Mango Street administration also indicates that the performance of the raters on different rubrics can diverge, as they
should if they are focused on different constructs. The .62 correlation between the general writing quality rubric and the genre-
specific rubrics is high enough to reflect the relationship between the two rubrics, but not so high that we could simply substitute one
for the other (see Table 11). The correlation with the lead-in tasks is also in the moderate range, about what one would expect if the
skills measured in the lead-in tasks are related, but not identical, to the features directly measured by e-rater when it scores the
writing task. The other measures we examined, including reading test scores and patterns of pauses in keystroke logs, also showed
appropriate relationships to the e-rater scores.

In other words, the pattern of results suggests that the e-rater model validly addresses some aspects of writing skill (such as the
ability to produce well-structured text fluently without major errors in grammar, usage, mechanics, or style), but not others (such as
the ability to justify a literary interpretation.)

Usefulness
The e-rater model, by itself, is strongly associated with total test score on the CBAL test designs, and when combined with selected-
response scores from the test, predicts 80% of the variance in total test score. This result suggests that e-rater models can validly
be used to score essay responses in a test of writing from sources. These results provide a preliminary answer to our third research
question.

In fact, the strength of the association between the automatically-scored and the human-scored parts of the test could support a
reporting model in which the selected-response and automatically-scored essay portions of the test were used to provide interim
score reports for formative purposes, and combined later with human scores.

Note, however, that the strength of prediction is such that scores on the genre-specific rubrics might most usefully be used to
identify students who fall off the main trend line. For instance, scores on the genre-specific rubrics would help identify students who
produced essays with strong surface traits but which failed to solve the rhetorical problems set by the prompt, or who produced
essays that displayed with strong content but which suffered from problems in grammar, usage, mechanics and style. These are
critical cases to identify to maintain overall validity of scoring even if they account for a relatively small proportion of the assessed
population.

In other words, these results are consistent with the position that automated scoring can be used to score writing from sources,
though use of automated scoring may need to be supplemented by additional sources of evidence that provide more direct
information about the thinking and reading skills that support effective writing.

Pattern of Scores across Tasks 
One of the goals of the CBAL test design was to create an assessment in which the pattern of performance across tasks can be
interpreted for formative purposes. This aspect of the test design lies outside the scope of the present paper, but it is worth noting
that the relationships among tasks generally followed expectations. The hardest task in the Ban Ads task, for instance, was the
critique task; the easiest, a task which required students to decide whether specific statements supported banning or allowing
advertisements aimed at children. This easy task had an interesting relationship with writing scores: Students who answered fewer
than eight of ten questions correctly overwhelmingly scored two or less on the 5-point CBAL writing rubrics. We expect, along with
some of our colleagues, to examine the patterns of relationships among lead-in tasks and writing tasks across multiple
administrations. Preliminary analyses are presented in Fu, Chung, & Wise (2013), Fu & Wise (2012) and Graf & van Rijn (2013).

Conclusions

Overall, these results support the strategy adopted in the CBAL research agenda, in which writing skill is measured in multiple ways:
with a set of lead-in tasks assessing important contributing skills, by applying multiple rubrics to the essay itself, and by collecting
additional evidence about the writing process. When automated scoring is embedded in such an approach, many of the standard
criticisms of AES do not apply, because the AES model is not the sole indicator, and other sources of evidence help capture
information to which the scoring engine might not be directly sensitive.

In essence, we must start with the recognition that e-rater and other AES systems do not directly provide measurement of the more
complex kinds of writing skills in which critical thinking and reading are deeply embedded. But as long as these constructs are
measured in some other way - as the lead-in tasks and human-scoring for genre-specific rubrics do for CBAL writing assessments -
then the AES engine appears to contribute robust evidence about writing proficiency.
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